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AI-driven decision making
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Legal decisions
Loan predictions

Resource allocations

with aggregated personal data
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Key concerns
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Privacy Fairness
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Key concerns

• Differential Privacy has become the paradigm of 
choice for protecting data privacy.

• Deployments are growing at a fast rate.
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Privacy
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Key concerns
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Privacy Fairness
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Disproportionate impacts in decision making
Title 1 allotment

• Title 1 of the Elementary and Secondary Education Act is one of the largest U.S. program 
offering educational assistance to disadvantaged children.

• In the fiscal year 2021 alone, it distributed about $11.7 billion through  
several types of grants.

• Allotment:

6

count of children 5 to 17 in district i

student expenditures in district i

Districts receiving up 
to 42K less  

than warranted

Fioretto et al. IJCAI:2021
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Disproportionate impacts in learning tasks
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Gender and age classification on facial images Sentiment analysis of tweets

As the privacy increases the 
accuracy disparity of the  
learning task increases

Bagdasaryan et al. 2019
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Societal impact
The resulting outcomes can have significant 
societal and economic impacts on the 
involved individuals: 

• Classification errors may penalize some 
groups over others in important 
determinations including criminal 
assessment, hiring, or landing.

• Biased decisions can result in disparities 
regarding the allocation of critical funds, 
benefits, and therapeutics.

While these observations are becoming 
more apparent their causes are still largely 
understudied.

8
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Setting and talk outline

9



Ferdinando Fioretto | UVA

Agenda
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Fairness impacts of DP  
in decision making

Fairness impacts  
of DP in learning What’s next?Preliminaries



Counting and Stats Publishing
A Census data-release perspective 
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US Census data collection
Enumeration of the total population living the US

12

GenderAge Ethnicity
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US Census data collection
Accurate count is important

• Used to apportion multiple federal funding streams.

• $665 billions allocated to 132 economic security  
programs (2022) other than health insurance or  
social security benefits.
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Highway Planning and Construction

Determine the number of seats that states get in 
the US House of Representatives.
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US Census data collection
Privacy is required by law

14

Because of the importance to have accuracy count 
congress makes the data collection mandatory.

Title 13: Census is required to retain data confidentiality.
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Reconstruction Attacks

Linkage Attacks — Results from UC Census:
• Census blocks correctly reconstructed in all 6,207,027, inhabited blocks.
• Block, sex, age, race, ethnicity reconstructed:

• Exactly: 46% of population (142M).
• Allowing age +/- 1 year : 71% of population (219M).

• Name, block sex, age, race, ethnicity:
• Confirmed re-identification: 38% of population.

15

 308,745,548 people in 2010 release which 
implements some “protection” Commercial databases 

McKenna et al. 2018Ramachandran et al. 2012
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Differential Privacy
Definition

Pr[A(D1) = O]
Pr[A(D2) = O]

Intuition: An adversary should not be able to use output O to distinguish between any D1 and D2

A randomized algorithm  is ε-differentially private if, for all pairs of inputs , , differing in 
one entry, and for any output O:

𝒜  D1 D2

16Dwork et al. 2006

D1 D2
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Differential Privacy
Notable properties
• Immune to linkage attack: Adversary knows arbitrary auxiliary information.

• Composability: If  enjoys -differential privacy and  enjoys -differential privacy, 
then, their composition ,  enjoys -differential privacy.

• Post-processing immunity: If  enjoys -differential privacy and  is an arbitrary data-
independent mapping, then  s -differential private.

A1 ε1 A2 ε2
A1(D) A2(D) (ε1 + ε2)

A ε g
g ∘ A ε

17

DP algorithms rely on randomization

x+η
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Agenda
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Fairness impacts of DP  
in decision making

Fairness impacts  
of DP in learning What’s next?Preliminaries
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Fairness in downstream decisions
Setting

19

Analyze the unintended fairness impacts of a DP data-release mechanism to the 
outcome of a decision problem.

1. Allotment problems: which distributes a finite set of resources to some entity.

2. Decision rules: which determines whether an entity qualifies for some benefit.

Fioretto al. IJCAI:2021
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Definition ( -Fairness). A data-release mechanism M is said -fair w.r.t. a problem P if,  
for all datasets  and all 

𝜶 𝛼
𝑥 ∈ 𝒳 𝑖 ∈ [𝑛]

Fairness in downstream decisions
Setting

20

Bias: Bi
P (M,x) = Ex̃⇠M(x)[Pi(x̃)]� Pi(x)

<latexit sha1_base64="MZrr7pU6tApXIXT2EnSlsc99JrQ="></latexit>

<latexit sha1_base64="jHx/L9Lvw/dXp68eFTQPH/Pu3UQ="></latexit>

⇠iB(P,M,x) = max
j2[n]

���Bi
P (M,x)�Bj

P (M,x)
���  ↵

Fioretto al. IJCAI:2021
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Disproportionate impacts in downstream decisions
Title 1 allotment

• Even a simple allocation rule, applied on top of noisy data may produce biased decisions 
with significant fairness issues.

• This is true even if the DP mechanism is unbiased (no post-processing)! 

• Allotment:

21

count of children 5 to 17 in district i

student expenditures in district i

Districts receiving up 
to 42K less  

than warranted

Fioretto al. IJCAI:2021
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Shape of the decision problem
First key result

• Theorem (informal): It is the “shape” of the decision problem that characterizes the 
unfairness of the outcomes, even using an unbiased DP mechanism.

• The problem bias can be approximated as (when  is at least twice differentiable):Pi

22

minθ L(θ;x) = E(x,a,y)[ℓ(Mθ(x), y)].Methods reviewed in
this survey analyze the disparate impact of privacy on dif-
ferent groups of individuals either by measuring the devia-
tion from a model to satisfy a notion of group fairness ex-
actly or using the notion of excessive risk [Zhang et al., 2017;
Wang et al., 2019]. The latter defines the difference between
the private and non private risk functions:

R(θ,xa) = Eθ̃

[
L(θ̃;xa)

]
− L(θ∗;xa), (4)

where the expectation is defined over the randomness of the
private mechanism, xa denotes the subset of x containing
exclusively samples whose group attribute is a, θ̃ denotes the
private model parameters, and θ∗ = argminθ L(θ;x). In this
context, (pure) fairness is achieved when there is no differ-
ence in excessive risk across all protected groups.

4 Privacy and Fairness: Friends or Foes?
While DP aims at rendering the participation of individuals
indistinguishable to an observer who accesses the outputs of
a computation, fairness attempts at equalizing properties of
these outputs across different individuals. Thus, simultane-
ously achieving these two goals has received two contrasting
views. The first sees privacy and fairness as aligned objec-
tives while the second sees them as contrasting ones.

Contributions in the ”aligned space” focus on studying
conditions for which privacy and fairness can be achieved si-
multaneously. Notably, Dwork et al. [2012] shows that in-
dividual fairness is a generalization of differential privacy.
To see why privacy and fairness may be achieved simulta-
neously, notice that a mechanism M : X → Y satisfies ϵ-
differential privacy when it is (dX , dY)-Lipschitz with

dX (x,x′) = ϵ|x∆x′|

dY(M(x),M(x′)) = sup
y∈Y

log

(
Pr(M(x) = y)

Pr(M(x′) = y)

)
,

where x∆x′ represents the set difference between two inputs
x and x′ of X . Thus, DP mechanisms also ensure individual
fairness, as long as dX and dY are defined as above. Simi-
larly, Mahdi et al. [2021] shows that, in candidate selection
problems, the use of a DP exponential mechanism [McSh-
erry and Talwar, 2007] produces fair selections when the data
satisfies some restrictions concerning key properties (average
and variance of the qualification scores) of each group.

The second line of works views privacy and fairness as
contrasting goals. Notably, it has been observed that the out-
puts of DP classifiers may create or exacerbate disparate im-
pacts among groups of individuals [Bagdasaryan et al., 2019].
A similar phenomenon was also reported in important de-
cision tasks that use DP census statistics as inputs [Pujol et
al., 2020]. These works typically adopt the notion of group
fairness and impose no restrictions on the properties of the
privacy-preserving mechanisms studied. The rest of the sur-
vey focuses on analyzing why these important observations
arise and how can they be mitigated.

5 Why Privacy Impacts Fairness?
This section reviews the current understanding about why dis-
parate impacts arise in two common privacy-preserving pro-
cesses: decision tasks and learning tasks.

5.1 Decision Tasks
Consider first a data-release mechanism M, which typically
consists of two steps: First, noise drawn from a calibrated
distribution is injected into the original data x to obtain a DP
counterpart x̃. This process, however, may fundamentally
affect some important properties of the original data. For ex-
ample, if x is a vector of counts enumerating individuals liv-
ing in different regions, its privacy-preserving version x̃ may
not satisfy non-negativity conditions. Thus, a post-processing
step πK is applied to x̃ to redistribute the noisy values in a
way that the resulting outputs πK(x̃) satisfy the desired data-
independent constraints K. Second, the released data x̃ is
used as input to a decision problem P . This pipeline is shown
in Figure 2 (top). The goal of this section is to characterize
the disparity in errors induced by mechanism M on the final
decisions P (x̃).

The negative impacts of privacy towards fairness in deci-
sion tasks were first observed by Pujol et al. [2020]. The
authors noticed that the use of privacy-preserving census data
to allocate funds to school district produces unbalanced al-
location errors, with some school districts systematically re-
ceiving more (or less) than what warranted, as illustrated in
Figure 1 (right). A similar behavior was also observed in
other census-motivated decision tasks, including determining
whether a jurisdiction qualifies for providing minority lan-
guage assistance during an election, and apportionment of
legislative representatives.

These empirical observations were later attributed to two
main factors: (1) the “shape” of the decision problem P
[Tran et al., 2021d] and (2) the presence of non-negativity
constraints in post-processing steps [Zhu et al., 2021]. The
survey reviews next these two factors in details.
Shape of the Decision Problem. Note that private data is
often calibrated with unbiased noise, such as Laplacian noise
in the Laplace mechanism, for privacy protection. In such
contexts Tran et al. [2021d] showed that a decision problem
that applies a linear transform of its input yields an unbiased
outcome with respect to the true outcome. However, non-
linearities in the decision problem are likely to generate non-
zero biases with discrepancies among entities, which results
in fairness issues. In more details, when Pi is at least twice
differentiable, the problem bias can be approximated as

Bi
P (M,x) = E[Pi(x̃ = x+ η)]− Pi(x)

≈ 1

2
HPi(x)×Var[η] (5)

where HPi(·) denotes the Hessian of problem Pi. The ap-
proximation above uses a Taylor expansion of the private
problem Pi(x+η) and the linearity of expectations, with η a
random variable following some symmetric distribution. The
bias Bi

P can thus be approximated by an expression involv-
ing the local curvature of the problem Pi and the variance
of the noisy input (which depends on the privacy loss ϵ). In

Proceedings of the Thirty-First International Joint Conference on Artificial Intelligence (IJCAI-22)
Survey Track

5472

Local curvature of  
problem Pi

Variance of the  
noisy input 
(depends on )ϵ

• Fairness can be bounded whenever the problem local curvature is constant 
across entities, since the variance is also constant and bounded. 

entities with  
low errors

entities with  
high errors

Tran al. NeurIPS:2021Fioretto al. IJCAI:2021
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Shape of the decision problem
First key result

• Theorem (informal): It is the “shape” of the decision problem that characterizes the 
unfairness of the outcomes, even using an unbiased DP mechanism.

• The problem bias can be approximated as (when  is at least twice differentiable):Pi

23

• Corollary: (Perfect)-fairness cannot be achieved if P is any non-linear function, as in 
the case of the allocations considered.

minθ L(θ;x) = E(x,a,y)[ℓ(Mθ(x), y)].Methods reviewed in
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tion from a model to satisfy a notion of group fairness ex-
actly or using the notion of excessive risk [Zhang et al., 2017;
Wang et al., 2019]. The latter defines the difference between
the private and non private risk functions:
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[
L(θ̃;xa)

]
− L(θ∗;xa), (4)

where the expectation is defined over the randomness of the
private mechanism, xa denotes the subset of x containing
exclusively samples whose group attribute is a, θ̃ denotes the
private model parameters, and θ∗ = argminθ L(θ;x). In this
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ously achieving these two goals has received two contrasting
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tives while the second sees them as contrasting ones.
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conditions for which privacy and fairness can be achieved si-
multaneously. Notably, Dwork et al. [2012] shows that in-
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problems, the use of a DP exponential mechanism [McSh-
erry and Talwar, 2007] produces fair selections when the data
satisfies some restrictions concerning key properties (average
and variance of the qualification scores) of each group.
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contrasting goals. Notably, it has been observed that the out-
puts of DP classifiers may create or exacerbate disparate im-
pacts among groups of individuals [Bagdasaryan et al., 2019].
A similar phenomenon was also reported in important de-
cision tasks that use DP census statistics as inputs [Pujol et
al., 2020]. These works typically adopt the notion of group
fairness and impose no restrictions on the properties of the
privacy-preserving mechanisms studied. The rest of the sur-
vey focuses on analyzing why these important observations
arise and how can they be mitigated.
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This section reviews the current understanding about why dis-
parate impacts arise in two common privacy-preserving pro-
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step πK is applied to x̃ to redistribute the noisy values in a
way that the resulting outputs πK(x̃) satisfy the desired data-
independent constraints K. Second, the released data x̃ is
used as input to a decision problem P . This pipeline is shown
in Figure 2 (top). The goal of this section is to characterize
the disparity in errors induced by mechanism M on the final
decisions P (x̃).

The negative impacts of privacy towards fairness in deci-
sion tasks were first observed by Pujol et al. [2020]. The
authors noticed that the use of privacy-preserving census data
to allocate funds to school district produces unbalanced al-
location errors, with some school districts systematically re-
ceiving more (or less) than what warranted, as illustrated in
Figure 1 (right). A similar behavior was also observed in
other census-motivated decision tasks, including determining
whether a jurisdiction qualifies for providing minority lan-
guage assistance during an election, and apportionment of
legislative representatives.

These empirical observations were later attributed to two
main factors: (1) the “shape” of the decision problem P
[Tran et al., 2021d] and (2) the presence of non-negativity
constraints in post-processing steps [Zhu et al., 2021]. The
survey reviews next these two factors in details.
Shape of the Decision Problem. Note that private data is
often calibrated with unbiased noise, such as Laplacian noise
in the Laplace mechanism, for privacy protection. In such
contexts Tran et al. [2021d] showed that a decision problem
that applies a linear transform of its input yields an unbiased
outcome with respect to the true outcome. However, non-
linearities in the decision problem are likely to generate non-
zero biases with discrepancies among entities, which results
in fairness issues. In more details, when Pi is at least twice
differentiable, the problem bias can be approximated as

Bi
P (M,x) = E[Pi(x̃ = x+ η)]− Pi(x)

≈ 1

2
HPi(x)×Var[η] (5)

where HPi(·) denotes the Hessian of problem Pi. The ap-
proximation above uses a Taylor expansion of the private
problem Pi(x+η) and the linearity of expectations, with η a
random variable following some symmetric distribution. The
bias Bi

P can thus be approximated by an expression involv-
ing the local curvature of the problem Pi and the variance
of the noisy input (which depends on the privacy loss ϵ). In

Proceedings of the Thirty-First International Joint Conference on Artificial Intelligence (IJCAI-22)
Survey Track

5472

Local curvature of  
problem Pi

Variance of the  
noisy input 
(depends on )ϵ

A data release mechanism M is -fair w.r.t. P, 
for some finite , if for all datasets , exists 
constants 

α
α x

ci
jl ∈ ℝ, (i ∈ [n], j, l ∈ [k])

Tran al. NeurIPS:2021Fioretto al. IJCAI:2021
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Disproportionate impacts in downstream decisions
Minority language voting rights

• The Voting Rights Act of 1965 provides a body of protections for racial and language minorities. 

• Section 203 describes the conditions under which local  jurisdictions must provide minority language voting 
assistance during an election.

• Jurisdiction i must provide language assistance (including voter registration, ballots, and instructions) iff 
decision rule returns true with:PM

i (x)

24

sorted xs

Misclassification implies 
potentially 

disenfranchising 

no. of ppl in i speaking  
minority language s

+ < 5th grade education

+ limited English proficiency

Fioretto al. IJCAI:2021
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Fair Decision Rules

Ratio Functions

• Loving county, TX, where xsp/xs =  0.05

• Terrell county, TX, where xsp/xs =  0.05 

• Union county, NM, where xsp/xs = 0.049

25

Minority Language Voting Rights

= 
160

3305

= 
30

600

= 
4

80

• Theorem (informal): The perturbation induced by the DP mechanism affects 
more the county with lower numerator / denominator.

Fioretto al. IJCAI:2021
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Fairness composition
Second key result 

26

• Small bias when considered individually
• However, when they are combined using 

logical connector , the resulting absolute 
bias increases substantially, as illustrated by 
the associated green circles. 

∧

Minority Language Voting Rights

• Theorem (informal): The logical composition of two - and -fair mechanisms is -fair 
with .

• The unfairness induced by “composing” predicates is no smaller than that of their individual 
components.

𝛼1 𝛼2 𝛼
𝛼 ≥ 𝑚𝑎𝑥(𝛼1, 𝛼2)

∧

Fioretto al. IJCAI:2021
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Using DP to generate private inputs of decision 
problems commonly adopted to make policy 

determination will necessarily introduce fairness 
issues, despite the noise being unbiased!

Shape of the decision problem
Important conclusion
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Mitigation solution
Fair allocations

• Note that the observed issues are not data-driven, but problem-driven. 

• Corollary: If P is a linear function, then mechanism M is fair w.r.t. P.

28

Fairness bound Mean Abs Error

Release its (noisy) version 
as a constant

Redundant data release 

• Linearizing the allotment problem — General idea: Given a problem  derive a linear 
approximation  of 

Pi
P̃i Pi

Fioretto al. IJCAI:2021 Zhu al. AAAI:202I
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• Much more difficult scenario. But we could resort to the linear approximation trick again.

Result summary: Fairness violation  
decreases substantially, within  
each subgroup.

Mitigation solution
Fair Decision Rules

29

x
1. Partition dataset into groups 
2. Train subgroups using features   

using a linear classifier
3. Use the parameters of the proxy linear 

model LR(x) or SVM(x) to make a 
decision i.e., to approximate 

𝑥𝑠𝑝

x

𝑃𝑀
𝑖

Fioretto al. IJCAI:2021 Zhu al. AAAI:202I
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Fairness impact
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1. Apply noise with appropriate parameter

DP data release with post-processing

31
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1. Apply noise with appropriate parameter
2. Post-process output  to enforce consistencyx̃

<latexit sha1_base64="rYJSfc9lnlZStQnuKHKly9B/dGI="></latexit>

⇡K(x̃) : argmin
v2K

kv � x̃k2

<latexit sha1_base64="LS5f/8nK+xIsaUw8fzqhxMnyAes="></latexit>

K =

(
v |

nX

i=1

vi = C,v � 0

)
with feasible region defined as

DP data release with post-processing

32
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1. Apply noise with appropriate parameter
2. Post-process output  to enforce consistencyx̃

<latexit sha1_base64="rYJSfc9lnlZStQnuKHKly9B/dGI="></latexit>

⇡K(x̃) : argmin
v2K

kv � x̃k2

<latexit sha1_base64="LS5f/8nK+xIsaUw8fzqhxMnyAes="></latexit>

K =

(
v |

nX

i=1

vi = C,v � 0

)
with feasible region defined as

DP data release with post-processing
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<latexit sha1_base64="rYJSfc9lnlZStQnuKHKly9B/dGI="></latexit>

⇡K(x̃) : argmin
v2K

kv � x̃k2

<latexit sha1_base64="LS5f/8nK+xIsaUw8fzqhxMnyAes="></latexit>

K =

(
v |

nX

i=1

vi = C,v � 0

)
with feasible region defined as

DP data release with post-processing

34

1. Apply noise with appropriate parameter
2. Post-process output  to enforce consistencyx̃
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Satisfies DP due to post-processing immunity

<latexit sha1_base64="rYJSfc9lnlZStQnuKHKly9B/dGI="></latexit>

⇡K(x̃) : argmin
v2K

kv � x̃k2

<latexit sha1_base64="LS5f/8nK+xIsaUw8fzqhxMnyAes="></latexit>

K =

(
v |

nX

i=1

vi = C,v � 0

)
with feasible region defined as

DP data release with post-processing

35

1. Apply noise with appropriate parameter
2. Post-process output  to enforce consistencyx̃
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DP post-processing
Error and bias

36

Laplace  
mechanism

4 2 1 3 2 6 2 1

6 8 3 4
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DP post-processing

37

Error and bias

Observe that post-processing reduces the errors.

However, it increases unfairness!
Laplace  
mechanism

Zhu et al.  AAAI:2021 Zhu et al. IJCAI:2022
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Bias of post-processing

38

Key result

• Thm (informal): The bias is caused by the presence of non-negativity constraints!

Zhu et al.  AAAI:2021 Zhu et al. IJCAI:2022
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Shifting increases the value of  and 
the bias progressively disappear.

rm

There is an -ball of radius   
and centered in x which is a feasible  
subspace where there is no bias.

ℓ1 rm = min
i

xi

Quantifying bias in post-processing

39

:

Zhu et al.  AAAI:2021 Zhu et al. IJCAI:2022
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Practical considerations 

40

Aggregating the counts for  
 
Arizona (pop: 2.37ML in15 counties)
 
Texas (pop: 8.89ML in 254 counties)

• Post-processing reduces the variance of the noise differently in different “regions”.  
Regions with many subregions (e.g., counties, census blocks, etc.) will have more variance  
than regions with few subregions. 

• It creates situations where counties will be treated fundamentally differently in  
decision processes.

Variance

186.67

200.01

~6.5% difference 
which may affect allocations!

Zhu et al.  AAAI:2021 Zhu et al. IJCAI:2022



Ferdinando Fioretto | UVA

Although post-processing reduces errors, 
its application to policy determinations 

should take into account fairness issues.

DP post-processing
Important conclusion
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Agenda

42

Fairness impacts of DP  
in decision making

Fairness impacts  
of DP in learning What’s next?Preliminaries
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Fairness in DP learning tasks

43

• Given a dataset consisting of data points  the goal is to learn a classifier  that 
guarantees privacy of the individual data points and the learning task minimizes

• Fairness focuses on the notion of excessive risk:  
and is measured with respect to the excessive risk gap

(𝑋𝑖,  𝐴𝑖,  𝑌𝑖) 𝑓𝜃

4 Problem settings and goals

The paper adopts boldface symbols to describe vectors (lowercase) and matrices (uppercase). Italic
symbols are used to denote scalars (lowercase) and data features or random variables (uppercase).
Notation k ·k is used to denote the L2 norm. The paper considers datasets D consisting of n individuals’
data points (Xi, Ai,Yi), with i 2 [n] drawn i.i.d. from an unknown distribution. Therein, Xi 2X is a
feature vector, Ai 2A is a protected group attribute, and Yi 2Y is a label. For example, consider
the case of a classifier that needs to predict the risks associated with a lending decision. The
training example features Xi may describe the individual’s demographics, education, credit score,
and loan amount, the protected attribute Ai may describe the individual gender or ethnicity, and Yi
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For a group a 2 A, the paper uses Da to denote the subset of D containing exclusively samples
whose group attribute A = a. The paper focuses on learning classifiers that protect the disclosure of
the individuals’ data using the notion of di↵erential privacy and it analyzes the fairness impact (as
defined next) of privacy on di↵erent groups of individuals. Importantly, the paper assumes that the
attribute A is not part of the model input during inference.

Fairness The fairness analysis focuses on the notion of excessive risk, a widely adopted metric in
private learning [26, 29]. It defines the di↵erence between the private and non private risk functions:
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private model parameters while ✓⇤ = argmin✓ L(✓; D). The paper uses shorthands R(✓) and Ra(✓)
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private mechanisms are non-trivial, i.e., they minimize the population-level excessive risk R(✓).

All proofs are reported in the Appendix, Section A.
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Algorithm 1: DP-SGD
input :Disjoint dataset D ; Sample prob. q; Iterations T ; Noise

variance �2; Clipping bound C; learning rate ⌘
✓0  0T

for iteration t = 1, 2, . . .T do

B random sub-sample of D with Pr q
foreach (Xi, Ai,Yi) 2 B do

gi = r`
�
f✓t (Xi),Yi

�

ḡB  1
|B|
⇣P

i ⇡C(gi) +N(0, IC2�2)
⌘

✓t+1  ✓t � ⌘ḡB

In a nutshell, DP-SGD computes the gra-
dients for each data sample in a random
mini-batch B, clips their L2-norm, adds
noise to ensure privacy, and computes the
average. Two key characteristics of DP-
SGD are: (1) Clipping the gradients whose
L2 norm exceeds a given bound C, and (2)

Perturbing the averaged clipped gradients
with 0-mean Gaussian noise with variance
�2C2. The procedure is described in Algo-
rithm 1. Therein, gi represents the gradient
of a data sample (Xi, Ai,Yi), ḡB the average
clipped noisy gradient of the samples in mini-batch B, and the function ⇡C(x) = x ·min(1, C

kxk ).

The following theorem is an important result of this section. It connects the expected loss E[L(✓; Da)]
of a group a 2 A with its excessive risk Ra(✓), which is, in turn, used in our fairness analysis. It
decomposes the expected loss during private training into three key components: The first relates
with the model parameters update and it is not a↵ected by the private training. The other two relate
with gradient clipping and noise addition, and, combined, capture the notion of excessive risk.

Theorem 2. Consider the ERM problem (L) with loss ` twice di↵erentiable w.r.t. the model parame-
ters. The expected loss E[L(✓t+1; Da)] of group a2A at iteration t+1, is approximated as:

E [L(✓t+1; Da)] = L(✓t; Da) � ⌘ ⌦gDa , gD
↵
+
⌘2

2
E
h
gT

BHa
` gB
i

|                                                 {z                                                 }
non-private term

(4)

+ ⌘
�⌦

gDa , gD
↵ � ⌦gDa , ḡD

↵�
+
⌘2

2

⇣
E
h
ḡT

BHa
` ḡB
i
� E
h
gT

BHa
` gB
i⌘

|                                                                            {z                                                                            }
private term due to clipping

(Rclip
a )

+
⌘2

2
Tr(Ha

` )C
2�2

|              {z              }
private term due to noise

(Rnoise
a )

+ O(k✓t+1 � ✓tk3),

where the expectation is taken over the randomness of the private noise and the mini-batch selection,
and the terms gZ and ḡZ denote, respectively, the average non-private and private gradients over
subset Z of D at iteration t (the iteration number is dropped for ease of notation).

The result in Theorem 2 follows from a second order Taylor expansion of the non-private and private
ERM functions L(✓t � ⌘gB; Da) and L(✓t � ⌘(ḡB +N(0, IC2�2); Da), respectively, around ✓t and by
comparing their di↵erences. Once again, proofs are reported in Appendix A.

The first term in the expression (Equation (4)) denotes the Taylor approximation of the (non-private)
SGD loss. Terms (Rclip

a ) and (Rnoise
a ) quantify, together, the excessive risk for group a. The last term

O(k✓t+1 � ✓tk3) captures for negligible higher order components. Therein, (Rclip
a ) quantifies the e↵ect

of clipping to the excessive risk, and (Rnoise
a ) quantifies the e↵ect of perturbing the average gradients

to the excessive risk. Therefore, Theorem 2 shows that there are two main sources of disparate impact
in DP-SGD training:
1. Gradient clipping (Rclip

a ): which, in turn, depends of three factors: (i) The values of the Hessian
matrix Ha

` of the loss function associated with group a; (ii) The gradients values gDa associated
with the samples of group a; and (iii) The clipping bound C, which appears in ḡB and ḡD.

2. Noise addition (Rnoise
a ): which, in turn, depends on two factors: (i) The values of the (trace of

the) Hessian matrix Ha
` of the loss function associated with group a; and (ii) The privacy loss

parameters (✏, �,�`) (which, in turn, are characterized by the noise variance C2�2).
A schematic representation of these factors is shown in Figure 2. Therein, XDa denotes the features
values X 2 X of the subset Da of D. Theorem 2 entails that unfairness occurs whenever di↵erent
groups have di↵erent values for any of the gradient clipping and noise addition excessive risk terms.

5
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Theorem: Consider an ERM problem with twice differentiable loss w.r.t. the      
model parameters. The expected loss of a group a at iteration t+1 is:     
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The following theorem is an important result of this section. It connects the expected loss E[L(✓; Da)]
of a group a 2 A with its excessive risk Ra(✓), which is, in turn, used in our fairness analysis. It
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with the model parameters update and it is not a↵ected by the private training. The other two relate
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↵�
+
⌘2

2

⇣
E
h
ḡT
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where the expectation is taken over the randomness of the private noise and the mini-batch selection,
and the terms gZ and ḡZ denote, respectively, the average non-private and private gradients over
subset Z of D at iteration t (the iteration number is dropped for ease of notation).

The result in Theorem 2 follows from a second order Taylor expansion of the non-private and private
ERM functions L(✓t � ⌘gB; Da) and L(✓t � ⌘(ḡB +N(0, IC2�2); Da), respectively, around ✓t and by
comparing their di↵erences. Once again, proofs are reported in Appendix A.

The first term in the expression (Equation (4)) denotes the Taylor approximation of the (non-private)
SGD loss. Terms (Rclip

a ) and (Rnoise
a ) quantify, together, the excessive risk for group a. The last term

O(k✓t+1 � ✓tk3) captures for negligible higher order components. Therein, (Rclip
a ) quantifies the e↵ect

of clipping to the excessive risk, and (Rnoise
a ) quantifies the e↵ect of perturbing the average gradients

to the excessive risk. Therefore, Theorem 2 shows that there are two main sources of disparate impact
in DP-SGD training:
1. Gradient clipping (Rclip

a ): which, in turn, depends of three factors: (i) The values of the Hessian
matrix Ha

` of the loss function associated with group a; (ii) The gradients values gDa associated
with the samples of group a; and (iii) The clipping bound C, which appears in ḡB and ḡD.

2. Noise addition (Rnoise
a ): which, in turn, depends on two factors: (i) The values of the (trace of

the) Hessian matrix Ha
` of the loss function associated with group a; and (ii) The privacy loss

parameters (✏, �,�`) (which, in turn, are characterized by the noise variance C2�2).
A schematic representation of these factors is shown in Figure 2. Therein, XDa denotes the features
values X 2 X of the subset Da of D. Theorem 2 entails that unfairness occurs whenever di↵erent
groups have di↵erent values for any of the gradient clipping and noise addition excessive risk terms.

5

Why clipping causes unfairness?
Gradient norms and excessive risk
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Denote  a =
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ḡT

BH
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. This quantity clearly depends on the Hessian loss
Ha

` . However, under the assumptions in Theorem 3: convexity and smoothness of the loss
function and the magnitude of the learning rate (i.e., that is small enough), the term  a will
be a negligible component in Rclip

a .
While this is evident under those assumption, our empirical analysis has reported a similar
behavior for loss function for which those conditions do not generally apply. In the following
experiment we run DP-SGD on a neural network with single hidden layer and tracked the
values of Rclip

a and  a for each group a 2 A during private training. These values are reported
in Figure 11 for different datasets. It can be seen that the components  a (dotted lines)
constitute a negligible amount to the excessive risk under gradient clipping Rclip

a .

Figure 11: Values of Rclip
a and  a during private training for a neural network classifier.

Relative group data size is a minor impact factor to the excessive risk. Section
7 also observed that the relative group data size, pb/pa for two groups a, b 2 A had a minor
impact on unfairness. Figure 12 provides empirical evidence to support this observation. It
shows the effects of varying the relative group data pb/pa to the gradient norms (top rows) and
excessive risk (bottom rows) in three datasets: Abalone, Bank, and Income. The different
relative group data ratios were obtained through subsampling. Notice that changing the
relative group sizes does not result in a noticeable effect in the group gradient norms and
excessive risk. These experiments demonstrate that the relative group data size might play
a minor role in affecting unfairness.
These observation are also in alignment with the those raised by Farrand et al. [16], who
showed that the disparate impact of DP on model accuracy is not limited to highly imbalanced
data and can occur in situations where the groups are slightly imbalanced.

C.3 More on “Why noise addition causes unfairness?”

Figure 13 illustrates the connection between the trace of the Hessian of the loss function
at some sample X 2 D and its distance to the decision boundary. The figure clearly show
that the closest (father) is a sample X to the decision boundary, the larger (smaller) is the
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Gradient norms and excessive risk

Theorem (informal): Gradient flow affects 
the excessive risk (unfairness) of the 
individuals and groups.

Crucial Proxy to Unfairness (due to clipping)

Why clipping causes unfairness?

Algorithm 1: DP-SGD
input :Disjoint dataset D ; Sample prob. q; Iterations T ; Noise

variance �2; Clipping bound C; learning rate ⌘
✓0  0T

for iteration t = 1, 2, . . .T do

B random sub-sample of D with Pr q
foreach (Xi, Ai,Yi) 2 B do

gi = r`
�
f✓t (Xi),Yi

�

ḡB  1
|B|
⇣P

i ⇡C(gi) +N(0, IC2�2)
⌘

✓t+1  ✓t � ⌘ḡB

In a nutshell, DP-SGD computes the gra-
dients for each data sample in a random
mini-batch B, clips their L2-norm, adds
noise to ensure privacy, and computes the
average. Two key characteristics of DP-
SGD are: (1) Clipping the gradients whose
L2 norm exceeds a given bound C, and (2)

Perturbing the averaged clipped gradients
with 0-mean Gaussian noise with variance
�2C2. The procedure is described in Algo-
rithm 1. Therein, gi represents the gradient
of a data sample (Xi, Ai,Yi), ḡB the average
clipped noisy gradient of the samples in mini-batch B, and the function ⇡C(x) = x ·min(1, C

kxk ).

The following theorem is an important result of this section. It connects the expected loss E[L(✓; Da)]
of a group a 2 A with its excessive risk Ra(✓), which is, in turn, used in our fairness analysis. It
decomposes the expected loss during private training into three key components: The first relates
with the model parameters update and it is not a↵ected by the private training. The other two relate
with gradient clipping and noise addition, and, combined, capture the notion of excessive risk.

Theorem 2. Consider the ERM problem (L) with loss ` twice di↵erentiable w.r.t. the model parame-
ters. The expected loss E[L(✓t+1; Da)] of group a2A at iteration t+1, is approximated as:

E [L(✓t+1; Da)] = L(✓t; Da) � ⌘ ⌦gDa , gD
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ḡT
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i
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|                                                                            {z                                                                            }
private term due to clipping

(Rclip
a )

+
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2
Tr(Ha

` )C
2�2

|              {z              }
private term due to noise

(Rnoise
a )

+ O(k✓t+1 � ✓tk3),

where the expectation is taken over the randomness of the private noise and the mini-batch selection,
and the terms gZ and ḡZ denote, respectively, the average non-private and private gradients over
subset Z of D at iteration t (the iteration number is dropped for ease of notation).

The result in Theorem 2 follows from a second order Taylor expansion of the non-private and private
ERM functions L(✓t � ⌘gB; Da) and L(✓t � ⌘(ḡB +N(0, IC2�2); Da), respectively, around ✓t and by
comparing their di↵erences. Once again, proofs are reported in Appendix A.

The first term in the expression (Equation (4)) denotes the Taylor approximation of the (non-private)
SGD loss. Terms (Rclip

a ) and (Rnoise
a ) quantify, together, the excessive risk for group a. The last term

O(k✓t+1 � ✓tk3) captures for negligible higher order components. Therein, (Rclip
a ) quantifies the e↵ect

of clipping to the excessive risk, and (Rnoise
a ) quantifies the e↵ect of perturbing the average gradients

to the excessive risk. Therefore, Theorem 2 shows that there are two main sources of disparate impact
in DP-SGD training:
1. Gradient clipping (Rclip

a ): which, in turn, depends of three factors: (i) The values of the Hessian
matrix Ha

` of the loss function associated with group a; (ii) The gradients values gDa associated
with the samples of group a; and (iii) The clipping bound C, which appears in ḡB and ḡD.

2. Noise addition (Rnoise
a ): which, in turn, depends on two factors: (i) The values of the (trace of

the) Hessian matrix Ha
` of the loss function associated with group a; and (ii) The privacy loss

parameters (✏, �,�`) (which, in turn, are characterized by the noise variance C2�2).
A schematic representation of these factors is shown in Figure 2. Therein, XDa denotes the features
values X 2 X of the subset Da of D. Theorem 2 entails that unfairness occurs whenever di↵erent
groups have di↵erent values for any of the gradient clipping and noise addition excessive risk terms.
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norms have also larger excessive risk. Similar results were achieved for other datasets as well
(not reported to avoid redundancy).
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Figure 10: Impact of gradient clipping with different clipping bound values C to the excessive
risk.

The Hessian loss is a minor impact factor to the excessive risk. As showed in the
main text, the excessive risk associated to the gradient clipping for a particular group a 2 A
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can be decomposed as:
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. This quantity clearly depends on the Hessian loss
Ha

` . However, under the assumptions in Theorem 3: convexity and smoothness of the loss
function and the magnitude of the learning rate (i.e., that is small enough), the term  a will
be a negligible component in Rclip

a .
While this is evident under those assumption, our empirical analysis has reported a similar
behavior for loss function for which those conditions do not generally apply. In the following
experiment we run DP-SGD on a neural network with single hidden layer and tracked the
values of Rclip

a and  a for each group a 2 A during private training. These values are reported
in Figure 11 for different datasets. It can be seen that the components  a (dotted lines)
constitute a negligible amount to the excessive risk under gradient clipping Rclip

a .

Figure 11: Values of Rclip
a and  a during private training for a neural network classifier.

Relative group data size is a minor impact factor to the excessive risk. Section
7 also observed that the relative group data size, pb/pa for two groups a, b 2 A had a minor
impact on unfairness. Figure 12 provides empirical evidence to support this observation. It
shows the effects of varying the relative group data pb/pa to the gradient norms (top rows) and
excessive risk (bottom rows) in three datasets: Abalone, Bank, and Income. The different
relative group data ratios were obtained through subsampling. Notice that changing the
relative group sizes does not result in a noticeable effect in the group gradient norms and
excessive risk. These experiments demonstrate that the relative group data size might play
a minor role in affecting unfairness.
These observation are also in alignment with the those raised by Farrand et al. [16], who
showed that the disparate impact of DP on model accuracy is not limited to highly imbalanced
data and can occur in situations where the groups are slightly imbalanced.

C.3 More on “Why noise addition causes unfairness?”

Figure 13 illustrates the connection between the trace of the Hessian of the loss function
at some sample X 2 D and its distance to the decision boundary. The figure clearly show
that the closest (father) is a sample X to the decision boundary, the larger (smaller) is the
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• When clipping, the smaller C, the higher is the information 
loss of the average gradients that are backpropagated.

C

g

clipped g
C

g

clipped g

info
 lost

info
 lost

Gradient norms and excessive risk

:

Impact of gradient clipping
(Bank dataset)
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Algorithm 1: DP-SGD
input :Disjoint dataset D ; Sample prob. q; Iterations T ; Noise

variance �2; Clipping bound C; learning rate ⌘
✓0  0T

for iteration t = 1, 2, . . .T do

B random sub-sample of D with Pr q
foreach (Xi, Ai,Yi) 2 B do

gi = r`
�
f✓t (Xi),Yi

�

ḡB  1
|B|
⇣P

i ⇡C(gi) +N(0, IC2�2)
⌘

✓t+1  ✓t � ⌘ḡB

In a nutshell, DP-SGD computes the gra-
dients for each data sample in a random
mini-batch B, clips their L2-norm, adds
noise to ensure privacy, and computes the
average. Two key characteristics of DP-
SGD are: (1) Clipping the gradients whose
L2 norm exceeds a given bound C, and (2)

Perturbing the averaged clipped gradients
with 0-mean Gaussian noise with variance
�2C2. The procedure is described in Algo-
rithm 1. Therein, gi represents the gradient
of a data sample (Xi, Ai,Yi), ḡB the average
clipped noisy gradient of the samples in mini-batch B, and the function ⇡C(x) = x ·min(1, C

kxk ).

The following theorem is an important result of this section. It connects the expected loss E[L(✓; Da)]
of a group a 2 A with its excessive risk Ra(✓), which is, in turn, used in our fairness analysis. It
decomposes the expected loss during private training into three key components: The first relates
with the model parameters update and it is not a↵ected by the private training. The other two relate
with gradient clipping and noise addition, and, combined, capture the notion of excessive risk.

Theorem 2. Consider the ERM problem (L) with loss ` twice di↵erentiable w.r.t. the model parame-
ters. The expected loss E[L(✓t+1; Da)] of group a2A at iteration t+1, is approximated as:

E [L(✓t+1; Da)] = L(✓t; Da) � ⌘ ⌦gDa , gD
↵
+
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(Rclip
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+
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2
Tr(Ha

` )C
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private term due to noise

(Rnoise
a )

+ O(k✓t+1 � ✓tk3),

where the expectation is taken over the randomness of the private noise and the mini-batch selection,
and the terms gZ and ḡZ denote, respectively, the average non-private and private gradients over
subset Z of D at iteration t (the iteration number is dropped for ease of notation).

The result in Theorem 2 follows from a second order Taylor expansion of the non-private and private
ERM functions L(✓t � ⌘gB; Da) and L(✓t � ⌘(ḡB +N(0, IC2�2); Da), respectively, around ✓t and by
comparing their di↵erences. Once again, proofs are reported in Appendix A.

The first term in the expression (Equation (4)) denotes the Taylor approximation of the (non-private)
SGD loss. Terms (Rclip

a ) and (Rnoise
a ) quantify, together, the excessive risk for group a. The last term

O(k✓t+1 � ✓tk3) captures for negligible higher order components. Therein, (Rclip
a ) quantifies the e↵ect

of clipping to the excessive risk, and (Rnoise
a ) quantifies the e↵ect of perturbing the average gradients

to the excessive risk. Therefore, Theorem 2 shows that there are two main sources of disparate impact
in DP-SGD training:
1. Gradient clipping (Rclip

a ): which, in turn, depends of three factors: (i) The values of the Hessian
matrix Ha

` of the loss function associated with group a; (ii) The gradients values gDa associated
with the samples of group a; and (iii) The clipping bound C, which appears in ḡB and ḡD.

2. Noise addition (Rnoise
a ): which, in turn, depends on two factors: (i) The values of the (trace of

the) Hessian matrix Ha
` of the loss function associated with group a; and (ii) The privacy loss

parameters (✏, �,�`) (which, in turn, are characterized by the noise variance C2�2).
A schematic representation of these factors is shown in Figure 2. Therein, XDa denotes the features
values X 2 X of the subset Da of D. Theorem 2 entails that unfairness occurs whenever di↵erent
groups have di↵erent values for any of the gradient clipping and noise addition excessive risk terms.

5

Why noise causes unfairness in DP-SGD?
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Algorithm 1: DP-SGD
input :Disjoint dataset D ; Sample prob. q; Iterations T ; Noise

variance �2; Clipping bound C; learning rate ⌘
✓0  0T

for iteration t = 1, 2, . . .T do

B random sub-sample of D with Pr q
foreach (Xi, Ai,Yi) 2 B do

gi = r`
�
f✓t (Xi),Yi

�

ḡB  1
|B|
⇣P

i ⇡C(gi) +N(0, IC2�2)
⌘

✓t+1  ✓t � ⌘ḡB

In a nutshell, DP-SGD computes the gra-
dients for each data sample in a random
mini-batch B, clips their L2-norm, adds
noise to ensure privacy, and computes the
average. Two key characteristics of DP-
SGD are: (1) Clipping the gradients whose
L2 norm exceeds a given bound C, and (2)

Perturbing the averaged clipped gradients
with 0-mean Gaussian noise with variance
�2C2. The procedure is described in Algo-
rithm 1. Therein, gi represents the gradient
of a data sample (Xi, Ai,Yi), ḡB the average
clipped noisy gradient of the samples in mini-batch B, and the function ⇡C(x) = x ·min(1, C

kxk ).

The following theorem is an important result of this section. It connects the expected loss E[L(✓; Da)]
of a group a 2 A with its excessive risk Ra(✓), which is, in turn, used in our fairness analysis. It
decomposes the expected loss during private training into three key components: The first relates
with the model parameters update and it is not a↵ected by the private training. The other two relate
with gradient clipping and noise addition, and, combined, capture the notion of excessive risk.

Theorem 2. Consider the ERM problem (L) with loss ` twice di↵erentiable w.r.t. the model parame-
ters. The expected loss E[L(✓t+1; Da)] of group a2A at iteration t+1, is approximated as:

E [L(✓t+1; Da)] = L(✓t; Da) � ⌘ ⌦gDa , gD
↵
+
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+ O(k✓t+1 � ✓tk3),

where the expectation is taken over the randomness of the private noise and the mini-batch selection,
and the terms gZ and ḡZ denote, respectively, the average non-private and private gradients over
subset Z of D at iteration t (the iteration number is dropped for ease of notation).

The result in Theorem 2 follows from a second order Taylor expansion of the non-private and private
ERM functions L(✓t � ⌘gB; Da) and L(✓t � ⌘(ḡB +N(0, IC2�2); Da), respectively, around ✓t and by
comparing their di↵erences. Once again, proofs are reported in Appendix A.

The first term in the expression (Equation (4)) denotes the Taylor approximation of the (non-private)
SGD loss. Terms (Rclip

a ) and (Rnoise
a ) quantify, together, the excessive risk for group a. The last term

O(k✓t+1 � ✓tk3) captures for negligible higher order components. Therein, (Rclip
a ) quantifies the e↵ect

of clipping to the excessive risk, and (Rnoise
a ) quantifies the e↵ect of perturbing the average gradients

to the excessive risk. Therefore, Theorem 2 shows that there are two main sources of disparate impact
in DP-SGD training:
1. Gradient clipping (Rclip

a ): which, in turn, depends of three factors: (i) The values of the Hessian
matrix Ha

` of the loss function associated with group a; (ii) The gradients values gDa associated
with the samples of group a; and (iii) The clipping bound C, which appears in ḡB and ḡD.

2. Noise addition (Rnoise
a ): which, in turn, depends on two factors: (i) The values of the (trace of

the) Hessian matrix Ha
` of the loss function associated with group a; and (ii) The privacy loss

parameters (✏, �,�`) (which, in turn, are characterized by the noise variance C2�2).
A schematic representation of these factors is shown in Figure 2. Therein, XDa denotes the features
values X 2 X of the subset Da of D. Theorem 2 entails that unfairness occurs whenever di↵erent
groups have di↵erent values for any of the gradient clipping and noise addition excessive risk terms.

5

Why noise causes unfairness in DP-SGD?

Correlation between Hessian trace and  
closeness to the decision boundary  

and input norms

Distance to the decision boundary and excess risk
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Crucial Proxy to Unfairness (due to noise)

Algorithm 1: DP-SGD
input :Disjoint dataset D ; Sample prob. q; Iterations T ; Noise

variance �2; Clipping bound C; learning rate ⌘
✓0  0T

for iteration t = 1, 2, . . .T do

B random sub-sample of D with Pr q
foreach (Xi, Ai,Yi) 2 B do

gi = r`
�
f✓t (Xi),Yi

�

ḡB  1
|B|
⇣P

i ⇡C(gi) +N(0, IC2�2)
⌘

✓t+1  ✓t � ⌘ḡB

In a nutshell, DP-SGD computes the gra-
dients for each data sample in a random
mini-batch B, clips their L2-norm, adds
noise to ensure privacy, and computes the
average. Two key characteristics of DP-
SGD are: (1) Clipping the gradients whose
L2 norm exceeds a given bound C, and (2)

Perturbing the averaged clipped gradients
with 0-mean Gaussian noise with variance
�2C2. The procedure is described in Algo-
rithm 1. Therein, gi represents the gradient
of a data sample (Xi, Ai,Yi), ḡB the average
clipped noisy gradient of the samples in mini-batch B, and the function ⇡C(x) = x ·min(1, C

kxk ).

The following theorem is an important result of this section. It connects the expected loss E[L(✓; Da)]
of a group a 2 A with its excessive risk Ra(✓), which is, in turn, used in our fairness analysis. It
decomposes the expected loss during private training into three key components: The first relates
with the model parameters update and it is not a↵ected by the private training. The other two relate
with gradient clipping and noise addition, and, combined, capture the notion of excessive risk.

Theorem 2. Consider the ERM problem (L) with loss ` twice di↵erentiable w.r.t. the model parame-
ters. The expected loss E[L(✓t+1; Da)] of group a2A at iteration t+1, is approximated as:

E [L(✓t+1; Da)] = L(✓t; Da) � ⌘ ⌦gDa , gD
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` ḡB
i
� E
h
gT

BHa
` gB
i⌘

|                                                                            {z                                                                            }
private term due to clipping

(Rclip
a )

+
⌘2

2
Tr(Ha

` )C
2�2

|              {z              }
private term due to noise

(Rnoise
a )

+ O(k✓t+1 � ✓tk3),

where the expectation is taken over the randomness of the private noise and the mini-batch selection,
and the terms gZ and ḡZ denote, respectively, the average non-private and private gradients over
subset Z of D at iteration t (the iteration number is dropped for ease of notation).

The result in Theorem 2 follows from a second order Taylor expansion of the non-private and private
ERM functions L(✓t � ⌘gB; Da) and L(✓t � ⌘(ḡB +N(0, IC2�2); Da), respectively, around ✓t and by
comparing their di↵erences. Once again, proofs are reported in Appendix A.

The first term in the expression (Equation (4)) denotes the Taylor approximation of the (non-private)
SGD loss. Terms (Rclip

a ) and (Rnoise
a ) quantify, together, the excessive risk for group a. The last term

O(k✓t+1 � ✓tk3) captures for negligible higher order components. Therein, (Rclip
a ) quantifies the e↵ect

of clipping to the excessive risk, and (Rnoise
a ) quantifies the e↵ect of perturbing the average gradients

to the excessive risk. Therefore, Theorem 2 shows that there are two main sources of disparate impact
in DP-SGD training:
1. Gradient clipping (Rclip

a ): which, in turn, depends of three factors: (i) The values of the Hessian
matrix Ha

` of the loss function associated with group a; (ii) The gradients values gDa associated
with the samples of group a; and (iii) The clipping bound C, which appears in ḡB and ḡD.

2. Noise addition (Rnoise
a ): which, in turn, depends on two factors: (i) The values of the (trace of

the) Hessian matrix Ha
` of the loss function associated with group a; and (ii) The privacy loss

parameters (✏, �,�`) (which, in turn, are characterized by the noise variance C2�2).
A schematic representation of these factors is shown in Figure 2. Therein, XDa denotes the features
values X 2 X of the subset Da of D. Theorem 2 entails that unfairness occurs whenever di↵erent
groups have di↵erent values for any of the gradient clipping and noise addition excessive risk terms.

5

Theorem (informal): Individuals whose outputs 
are close to the decision boundary will have 
higher Hessian traces (high local curvatures of the 
loss). 

Intuitively, the model decisions for samples which are 
close to the decision boundary are less robust to the 
presence of noise w.r.t. samples which are farther away 
from the boundary.

Correlation between Hessian trace and  
closeness to the decision boundary  

and input norms
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Modify training so to equalize the factors affecting the excessive risk due to 
clipping and to noise addition

Minority group
Majority group

Fioretto al. AAAI:2021
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Fairness impacts of DP  
in decision making

Fairness impacts  
of DP in learning What’s next?Preliminaries
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Privacy and Equity of decision making

Analyze the cost of traditional disclosure 
avoidance techniques on public policy 
decisions. 
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Fig. 2. Left: Schematic depicting the process of mounting the MIA on deidentified data releases; an attack model is trained on a shadow dataset prior to being used to infer the
target set membership of datapoints from a deidentified data release.
Top Left: ROC Curves for Membership Inference on the MA dataset: For (DP) Cell Suppression, and Laplace Histogram, respectively. The DP-based method, Laplace
histogram, offers much greater protection against membership inference both in terms of average attack success (as evidenced by the area-under-the-curve) and attack
success in the low FPR region (worst-case attack protection guarantee) than suppression-based techniques.
Bottom Left: Reconstruction Attack Success Rates over different methods on the MA dataset: The membership inference attack can be used to reconstruct the target data,
and the DP-based method offer higher levels of protection than the suppression-based method.

by the classifier are predicted with high confidence.331

Carlini et al (14) argue that it is more concerning for an332

MIA classifier to predict the membership of some datapoints333

with very high/full certainty than it having a high average334

performance but with less certainty in its membership predic-335

tions. In Figure 2, it can be seen that for DP cell suppression336

(for all values of Á considered), and indeed for cell suppression,337

it is seen that in all cases, more than 90% of the members338

can be correctly identified with practically full confidence,339

with the others being predicted with reasonably strong levels340

of confidence (especially for higher values of Á). This is a341

visual representation of the high ” of (DP) cell suppression342

in practice, due to many members that correspond to high-343

frequency counts going unsuppressed, and illustrates its issues344

when it comes to preserving privacy. On the other hand, using345

a DP-based method (here, Laplace histogram) o�ers much346

more reasonable privacy guarantees than DP cell suppression347

for the same values of Á, with significantly lower worst-case348

and average attack success being observed for it. Indeed, this349

shows that Laplace histogram significantly outperforms DP350

cell suppression when it comes to impeding the ability of the351

attack model to infer membership in the target data in the352

high-confidence region and on average.353

Dataset Reconstruction Attack Given the demonstrated success354

of our MIA in inferring membership in this context, we can355

use it to attempt to reconstruct the target dataset, given the356

same training and testing data as earlier.357

Dataset reconstruction can be seen as a game with an358

adversary.359

• The data curator C sends a deidentified data release D̃ 360

(obtained from target data D) to an adversary A. 361

• The adversary A looks at the deidentified data D̃ and at- 362

tempts to reconstruct the target dataset D, and produces 363

a reconstructed dataset D
Õ. 364

• The adversary A sends D
Õ to the curator C. C then 365

outputs the percentage of the individuals in D whose 366

privacy was compromised, i.e. who were present in D
Õ. 367

Given the MIA (and knowing its e�cacy), mounting a 368

reconstruction attack is relatively straightforward for the ad- 369

versary. The adversary can simply output a dataset containing 370

the individuals who were predicted to be members of the target 371

dataset D as the reconstructed dataset D
Õ. In the event that 372

the MIA outputs true labels for more than |D| datapoints, 373

we choose the top |D| predicted members based on sorted 374

predicted membership probabilities. 375

Discussion of Dataset Reconstruction Results Figure 2 (bottom 376

right) reports the success of the reconstruction attack when 377

mounted on cell suppression, its DP approximation, and on 378

Laplace histogram on the Massachusetts DCDE dataset. These 379

are done with the histogram-to-dataset-space mapping scheme 380

that we motivated and discussed earlier; they were carefully 381

designed in a way that both preserves key properties of the 382

privacy mechanisms and attempts to maximise the quality of 383

the output synthetic dataset. 384

In line with the membership inference results, a sizeable 385

gulf is seen between the proportion of the target data records 386

compromised by the reconstruction attack (by virtue of having 387
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Fig. 3. Choropleth Plots: Plotting the bias observed over each PUMA (in the union of the MA, TX, and National DCDE datasets) for Laplace histogram (top) and DP cell
suppression (DPCS) (bottom) for Á œ {0.5, 1, 2, 4} (progressing from left to right). Regions colored with white are not included in the DCDE datasets.

them in the reconstructed dataset) when Laplace histogram is388

used vis-á-vis when cell suppression (DP or otherwise) is used.389

While around 50% of the target data records are compromised390

while using Laplace histogram, more than 90% of target data is391

compromised when suppressing the data, which is an alarming392

proportion.393

While this may not come as a surprise in hindsight (given394

how DP noise addition impacts every bin whereas cell suppres-395

sion does not), this is an important illustration of the disparity396

of the performance of these methods when it comes to privacy397

protection.398

B. Bias Evaluation: A Geographic Perspective. In this subsec-399

tion, we look at the biases incurred on histogram data over400

the various PUMAs present in the DCDE datasets. Figure401

3 presents choropleth maps for PUMAs present in all the402

DCDE datasets (Massachusetts, Texas, and National), where403

a PUMA (if colored) is colored with respect to the amount of404

bias seen over the data present solely in the said PUMA.405

It is seen in these plots that while for Á = 0.5, similar406

levels of bias are seen for both methods, for higher values of Á,407

Laplace histogram exhibits lower bias than DP cell suppression408

for the same value of Á. Moreover, it is also observed that409

there is a higher variation in colors in the plots for DP cell410

suppression for those values of Á than for Laplace Histogram,411

suggesting that significant disparities exist between di�erent412

geographical areas for DP cell suppression, whereas for Laplace413

histogram, they are less pronounced.414

C. On the Effect of Sparsity on the Bias. In line with the dis-415

cussion in section 4, we look at the e�ect of gradually adding416

zero bins to a histogram in this subsection. In particular,417

Figure 4 displays the bias norm incurred by each method with418

respect to variation in the proportion of bins of the histograms419

that are empty (pz) for the Massachusetts DCDE dataset.420

Note that cell suppression incurs bias that is invariant to any421

change in pz, as zero bins are left untouched. On the other422

hand, Laplace histogram, by virtue of it perturbing every423

bin in the histogram (regardless of whether it is a zero bin),424

increases monotonically with respect to pz. As a result of this425

increase in bias, the curves for Laplace histogram eventually426

intersect (for Á Ø 1 in the figure) the bias curve for cell sup-427

pression, as expected from the analysis provided in section428

4.429

Main Takeaways. The main takeaways from our empirical anal-430

ysis can be summarized as follows.431

Fig. 4. Plot showing the l1-norm of the bias versus the sparsity factor (i.e., the
proportion of zero bins). We can see that as the factor grows, the bias from using the
DP-histogram grows while the bias from cell suppression is constant. MA Sparsity
Plot; caption yet to be finalised.

• Privacy Evaluation: It is seen that the di�erentially 432

private method significantly outperforms the suppression- 433

based method in terms of privacy protection as measured 434

by protection against membership inference and dataset 435

reconstruction. 436

• Bias and Disparities: It is seen that for geographical 437

areas (PUMAs) across the US, Laplace histogram incurred 438

less bias and disparate impacts across geographies (in 439

terms of the aforementioned bias) than suppression for 440

the same levels of privacy. Can club our table from the 441

older AAAI draft or a racial unfairness plot along with 442

the sparsity plot in Figure 4 maybe? Let me know if it 443

would help. 444

• On Sparsity: In line with the analysis provided in sec- 445

tion 4, it is seen that the use of DP in such a manner can 446

incur an increase in bias as the data gets sparser, whereas 447

suppression remains invariant of the level of sparsity. 448

These results aim to supplement the provided theoretical dis- 449

cussion and to provide a nuanced insight into the bias and un- 450

fairness incurred by the use of these methods, and the privacy 451

provided by them in practice (in addition to the theoretical 452

privacy guarantees that we provide). 453
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Accuracy and Fairness

Reconstruction attacks
Challenges

How to compare traditional disclosure avoidance 
techniques with modern techniques (DP). 

-       Privacy  

-       Bias and Variance 

-       Fairness 



Ferdinando Fioretto | UVA

Unfairness in Hardware Network Pruning

56

Pruning has a disparate impact on model accuracy

Cuong Tran
Department of Computer Science

Syracuse University
cutran@syr.edu

Ferdinando Fioretto
Department of Computer Science

Syracuse University
ffiorett@syr.edu

Jung-Eun Kim⇤
Department of Computer Science
North Carolina State University
jung-eun.kim@ncsu.edu

Rakshit Naidu
Department of Computer Science

Carnegie Mellon University
rnemakal@andrew.cmu.edu

Abstract

Network pruning is a widely-used compression technique that is able to significantly
scale down overparameterized models with minimal loss of accuracy. This paper
shows that pruning may create or exacerbate disparate impacts. The paper sheds
light on the factors to cause such disparities, suggesting di↵erences in gradient
norms and distance to decision boundary across groups to be responsible for this
critical issue. It analyzes these factors in detail, providing both theoretical and
empirical support, and proposes a simple, yet e↵ective, solution that mitigates the
disparate impacts caused by pruning.

1 Introduction

As deep learning models evolve and become more powerful, they also become larger and more
costly to store and execute. The trend hinders their deployment in resource-constrained platforms,
such as embedded systems or edge devices, which require e�cient models in time and space.
To address this challenge, studies have developed a variety of techniques to prune the relatively
insignificant or insensitive parameters from a neural network while ensuring competitive accuracy
[1, 5, 7, 30, 31, 32, 41]. When a model needs to be developed to fit given and certain requirements in
size and resource consumption, a pruned model which is derived from a large, rigorously-trained,
and (often) over-parameterized model, is regarded as a de-facto standard. That is because it performs
incomparably better than a same-size dense model which is trained from scratch, when the same
amount of e↵ort and resources are invested.

In spite of its strengths, pruning has been showed to induce or exacerbate disparate e↵ects in the
accuracy of the resulting reduced models [20, 19]. Intuitively, the removal of model weights a↵ects
the process in which the network separates di↵erent classes, which can have contrasting consequences
for di↵erent groups of individuals. This paper further shows that the accuracy of the pruned models
tends to increase (decrease) more in classes that had already high (low) accuracy in the original model,
leading to a “the rich get richer” and “the poor get poorer” e↵ect. This Matthew e↵ect is illustrated in
Figure 1. The figure shows the accuracy of a facial recognition task on di↵erent demographic groups
for several pruning rates (indicating the percentage of parameters removed from the original models).
Notice how the accuracy of the majority group (White) tends to increase while that of the minority
groups tends to decrease as the pruning ratio increases.

Following these observations, we shed light on the factors to cause such disparities. The theoretical
findings suggest the presence of two key factors responsible for why accuracy disparities arise in

⇤This work was partly conducted when Jung-Eun Kim was an assistant professor at Syracuse University.

36th Conference on Neural Information Processing Systems (NeurIPS 2022).

Figure 1: Accuracy of each demographic group in the UTK-Face dataset using Resnet18 [18], at the
increasing of the pruning rate.

pruned models: (1) disparity in gradient norms across groups, and (2) disparity in Hessian matrices
associated with the loss function computed using a group’s data. Informally, the former carries
information about the groups’ local optimality, while the latter relates to model separability. We
analyze these factors in detail, providing both theoretical and empirical support on a variety of
settings, networks, and datasets. By recognizing these factors, we also develop a simple yet e↵ective
training technique that largely mitigates the disparate impacts caused by pruning. The method is
based on an alteration of the loss function to include components that penalize disparity of the average
gradient norms and distance to decision boundary across groups.

These findings are significant: Pruning is a key enabler for neural network models in embedded
systems with deployments in security cameras and sensors for autonomous devices for applications
where fairness is an essential need. Without careful consideration of the fairness impact of these
techniques, the resulting models can have profound e↵ects on our society and economy.

Related work

Fairness and network pruning have been long studied in isolation. The reader is referred to the related
papers and surveys on fairness [4, 8, 11, 17, 24] and pruning [1, 5, 7, 30, 31, 32, 33, 41] for a review
on these areas.

The recent interest in assessing societal values of machine learning models has seen an increase of
studies at the intersection of di↵erent properties of a learning model and their e↵ects on fairness. For
example, Xu et al. [39] studies the setting of adversarial robustness and show that adversarial training
introduces unfair outcomes in term of accuracy parity [42]. Zhu et al. [44] show that semisupervised
settings can introduce unfair outcomes in the resulting accuracy of the learned models. Finally,
several authors have also shown that private training can have unintended disparate impacts to the
resulting models’ outputs [3, 13, 34, 36, 43] and downstream decisions [29, 35].

Network compression has also been shown to have a profound impact towards the model fairness.
For example, several works observed empirically that network compression may amplify unfairness
in di↵erent learning tasks [27, 19, 20, 22]. Most of the focus has been on vision tasks and in
identifying the set of Pruning Identified Exemplars (PIEs), the samples that are impacted most under
the compression scheme and conclude that PIEs belongs to low frequency groups (those observed at
the tail of the data distribution). Blakeney et al. [6] further investigate how bias could be evaluated
and mitigated in pruned neural networks using knowledge distillation while Hosseini et al. [21]
observed empirically that knowledge distillation processes may produce unfair student models. The
impact of network compression towards fairness has also been assessed in natural language tasks.
For example, Du et al. [10] and Xu et al. [37] empirically measure the robustness of compressed
large language models, while Ahia et al. [2] look into how compression schemes a↵ects data-limited
regimes. Finally, Xu and Hu [38] investigate ways to improve fairness in generative language models
by compressing them. We also note that, concurrently to this work, Good et al. [14] studied the e↵ect
of pruning to the relative distortion in recall for various classes and propose an algorithm to attenuate
such an e↵ect.

This paper builds on this body of work and their important empirical observations and provides a
step towards a deeper theoretical understanding of the fairness issues arising as a result of pruning.
It derives conditions and studies the causes of unfairness in the context of pruning as well as it
introduces mitigating guidelines.

2
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Conclusions

• Motivated by the use of rich datasets combined with black-box algorithms

• Proved that several problems with significant societal impacts (allocation of funding, language 
assistance) exhibit inherent unfairness when applied to a DP release of the census data.

Decision making: Characterized the conditions for which these problems have 
finite fairness violations and suggested guidelines to act on the decision 
problems or on the mechanisms to mitigate the fairness issues. 

Machine Learning: Characterized the reasons for DP to disproportionately 
affect the accuracy of learning tasks and proposed mitigating solutions.

58

Unintended effects of DP on decisions and learning tasks

• Exciting research direction that requires close cooperation between multiple areas and 
can transform the way we approach ML and decision making to render these algorithms 
more aligned with societal values. 



• In ML, there is often a trade-off between 
accuracy and fairness. Can you think of 
examples where this trade-off is evident? How 
should it be managed? 


• Trade-offs: When and when not DP may lead 
to fairness issues in AI models? How can these 
trade-offs be balanced or mitigated?


• Impact of DP on Data Representation: Can 
DP affect representation of minority groups in 
datasets? 


• Role of Differential Privacy in Bias Mitigation: 
How can differential privacy be used as a tool 
to mitigate bias in AI models?


• How does the concept of fairness intersect with 
other performance metrics of a model? Is it 
possible to achieve high fairness without 
sacrificing other metrics?


• Policy considerations: 

• Discuss the ethical implications of not 
addressing fairness and privacy in AI systems. 
Who is most at risk?


• What role should policy and regulation play in 
ensuring fairness and privacy in AI?

59
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Theorem (informal). For any DP dataset  the PoS 
mechanism generates the unique optimal solution to 
program  
 
 
which closely approximate the optimal post-
processing mechanism   

~𝒙

Mechanism M ↵-fairness Lower Upper

Laplace 0.0245 0.0242 0.0288

Gaussian 0.0910 0.0897 0.1085

Table 1: Case study of Hawaii.

Proposition 2. Let x̃ be the output of the Gaussian mecha-

nism with parameter �. The key component of both lower and

upper bounds in Theorem 1 can be written as

B
`
p⇡Sq•0

˘
1

´ B
`
p⇡Sq•0

˘
n

“
ª ´x1

´xn

�patqdt

P r� p´axnq pxn ´ x1q, � p´ax1q pxn ´ x1qs ,

where a “ 1
�

b
n

n´1 , and �p¨q is the standard Gaussian cu-

mulative distribution function.

It is interesting to demonstrate the tightness of these bounds
using the US Census households counts at the county level
for the state of Hawaii.
Example 3 (Hawaii). The state of Hawaii has a total number

of C “ 453, 558 households distributed in n “ 5 counties.

The experiments use the Laplace mechanism with parameter

� “ 10 and the Gaussian mechanism with parameter � “ 25.

The empirical studies of ↵-fairness and its bounds in Theorem

1 associated with the post-processing mechanism ⇡S` over

1, 000, 000 independent runs are reported in Table 1. The

bounds of Gaussian mechanism use Proposition 2; those of

Laplace mechanism are generated by the empirical means.

The derived lower and upper bounds are really tight and
provide decision makers a uniquely valuable tool to assess
the unfairness introduced by post-processing.

7 Mechanisms for Downstream Decisions
Having shown that unfairness is unavoidable in common
data-release settings, this section aims at designing post-
processing mechanisms for decision processes that minimize
their fairness impact on the resulting decisions. The mecha-
nisms studied are tailored for the allocation problem PF de-
scribed in Section 5, which captures a wide class of resource
allocation problems.

A natural baseline, currently adopted in census data-release
tasks, is to first post-process the noisy data to meet the fea-
sibility requirement (i.e., non-negativity) and then apply the
allocation formula PF to the post-processed counts. To re-
store feasibility, it suffices to take the positive part of x̃ to ob-
tain px̃q•0, or equivalently, project x̃ onto the non-negative
orthant Rn

`.
Definition 3 (Baseline Mechanism (BL)). The baseline
mechanism outputs, for each i P rns,

⇡BL px̃qi :“ ai ¨ px̃iq•0∞n
j“1 aj ¨ px̃jq•0

.

It is possible to derive results similar to Example 2 for p¨q•0
when the baseline mechanism is used to produce feasible re-
leased data. Additionally, as shown in [Tran et al., 2021], the

disparate errors resulting from p¨q•0 can be further exacer-
bated when they are used as inputs to downstream decision
problems. It suggests that the baseline mechanism might not
be a good candidate for mitigating unfairness in this alloca-
tion problem. To address this limitation, consider the optimal
post-processing mechanism in this context, i.e.,

⇡˚ :“ min
⇡P⇧�n

��Ex̃

“
⇡px̃q ´ PF pxq

‰��
é , (4)

where ⇧�n “ t⇡ | ⇡ : Rn fiÑ �nu represents a class of post-
processing mechanisms whose images belong to the prob-
ability simplex �n. The optimization problem in Equa-
tion (4) is intractable in its direct form, since PF pxq is not
available to the mechanism, motivating the need to approx-
imate the objective function. Consider the following proxy
Ex̃

“��⇡px̃q ´ PF px̃q
��

é
‰
, which first exchanges the order

of expectation and k¨ké and then replaces the true alloca-
tion PF pxq with its noisy variant PF px̃q. Then, the opti-
mal post-processing mechanism ⇡˚

↵ associated with this new
proxy function becomes:

⇡˚
↵px̃q :“ arg min

vP�n

��v ´ PF px̃q
��

é (P↵)

A mechanism, which is closely related to program (P↵), is
presented as follows.
Definition 4 (Projection onto Simplex Mechanism (PoS)).
The projection onto simplex mechanism outputs the alloca-

tion as follows.

⇡PoS px̃q :“ arg min
vP�n

��v ´ PF px̃q
��

2 (PPoS)

Program (PPoS) projects PF px̃q, which is not necessarily
an allocation since it may violate non-negativity constraints,
onto the closest feasible allocation. The next theorem estab-
lishes the equivalence between program (P↵) and program
(PPoS): It leads to a near-optimal post-processing mecha-
nism. (The missing proofs of the rest of this paper can be
found in Appendix B).
Theorem 2. For any noisy data x̃, the mechanism ⇡PoS px̃q
generates the unique optimal solution to program (P↵).
Figure 4 visualizes the resulting biases of the Title I alloca-
tion associated with these two mechanisms, ⇡PoS and ⇡BL.
It is noteworthy that these two mechanisms achieve roughly
same performance for the school districts that are allocated
small amounts. However, under the baseline mechanism, the
school districts that account for a significant portion of to-
tal budget receive much less funding than what they are sup-
posed to receive when no differential privacy is applied. This
is not the case for mechanism ⇡PoS, which reduces unfair-
ness significantly. Recall that the notion of ↵-fairness mea-
sures the maximum difference among biases associated with
different entities. Pictorially, the biases associated with ⇡PoS

do not vary as drastically as the baseline mechanism. Table 2
quantifies the benefits of ⇡PoS over ⇡BL.

8 Generalizations
The results in Section 7 can be generalized to other fairness
metrics. This section discusses an important metric that quan-
tifies the extra budget needed to ensure that all of the problem

Mitigating solution

Mechanism M ↵-fairness Lower Upper

Laplace 0.0245 0.0242 0.0288

Gaussian 0.0910 0.0897 0.1085

Table 1: Case study of Hawaii.
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using the US Census households counts at the county level
for the state of Hawaii.
Example 3 (Hawaii). The state of Hawaii has a total number
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� “ 10 and the Gaussian mechanism with parameter � “ 25.

The empirical studies of ↵-fairness and its bounds in Theorem

1 associated with the post-processing mechanism ⇡S` over

1, 000, 000 independent runs are reported in Table 1. The

bounds of Gaussian mechanism use Proposition 2; those of

Laplace mechanism are generated by the empirical means.

The derived lower and upper bounds are really tight and
provide decision makers a uniquely valuable tool to assess
the unfairness introduced by post-processing.
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Having shown that unfairness is unavoidable in common
data-release settings, this section aims at designing post-
processing mechanisms for decision processes that minimize
their fairness impact on the resulting decisions. The mecha-
nisms studied are tailored for the allocation problem PF de-
scribed in Section 5, which captures a wide class of resource
allocation problems.

A natural baseline, currently adopted in census data-release
tasks, is to first post-process the noisy data to meet the fea-
sibility requirement (i.e., non-negativity) and then apply the
allocation formula PF to the post-processed counts. To re-
store feasibility, it suffices to take the positive part of x̃ to ob-
tain px̃q•0, or equivalently, project x̃ onto the non-negative
orthant Rn
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Definition 3 (Baseline Mechanism (BL)). The baseline
mechanism outputs, for each i P rns,
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.
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disparate errors resulting from p¨q•0 can be further exacer-
bated when they are used as inputs to downstream decision
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tion problem. To address this limitation, consider the optimal
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tion as follows.

⇡PoS px̃q :“ arg min
vP�n

��v ´ PF px̃q
��

2 (PPoS)

Program (PPoS) projects PF px̃q, which is not necessarily
an allocation since it may violate non-negativity constraints,
onto the closest feasible allocation. The next theorem estab-
lishes the equivalence between program (P↵) and program
(PPoS): It leads to a near-optimal post-processing mecha-
nism. (The missing proofs of the rest of this paper can be
found in Appendix B).
Theorem 2. For any noisy data x̃, the mechanism ⇡PoS px̃q
generates the unique optimal solution to program (P↵).
Figure 4 visualizes the resulting biases of the Title I alloca-
tion associated with these two mechanisms, ⇡PoS and ⇡BL.
It is noteworthy that these two mechanisms achieve roughly
same performance for the school districts that are allocated
small amounts. However, under the baseline mechanism, the
school districts that account for a significant portion of to-
tal budget receive much less funding than what they are sup-
posed to receive when no differential privacy is applied. This
is not the case for mechanism ⇡PoS, which reduces unfair-
ness significantly. Recall that the notion of ↵-fairness mea-
sures the maximum difference among biases associated with
different entities. Pictorially, the biases associated with ⇡PoS

do not vary as drastically as the baseline mechanism. Table 2
quantifies the benefits of ⇡PoS over ⇡BL.

8 Generalizations
The results in Section 7 can be generalized to other fairness
metrics. This section discusses an important metric that quan-
tifies the extra budget needed to ensure that all of the problem

Mechanism M ↵-fairness Lower Upper

Laplace 0.0245 0.0242 0.0288

Gaussian 0.0910 0.0897 0.1085

Table 1: Case study of Hawaii.

Proposition 2. Let x̃ be the output of the Gaussian mecha-

nism with parameter �. The key component of both lower and

upper bounds in Theorem 1 can be written as

B
`
p⇡Sq•0

˘
1

´ B
`
p⇡Sq•0

˘
n

“
ª ´x1

´xn

�patqdt

P r� p´axnq pxn ´ x1q, � p´ax1q pxn ´ x1qs ,

where a “ 1
�

b
n

n´1 , and �p¨q is the standard Gaussian cu-

mulative distribution function.

It is interesting to demonstrate the tightness of these bounds
using the US Census households counts at the county level
for the state of Hawaii.
Example 3 (Hawaii). The state of Hawaii has a total number

of C “ 453, 558 households distributed in n “ 5 counties.

The experiments use the Laplace mechanism with parameter

� “ 10 and the Gaussian mechanism with parameter � “ 25.

The empirical studies of ↵-fairness and its bounds in Theorem

1 associated with the post-processing mechanism ⇡S` over

1, 000, 000 independent runs are reported in Table 1. The

bounds of Gaussian mechanism use Proposition 2; those of

Laplace mechanism are generated by the empirical means.

The derived lower and upper bounds are really tight and
provide decision makers a uniquely valuable tool to assess
the unfairness introduced by post-processing.

7 Mechanisms for Downstream Decisions
Having shown that unfairness is unavoidable in common
data-release settings, this section aims at designing post-
processing mechanisms for decision processes that minimize
their fairness impact on the resulting decisions. The mecha-
nisms studied are tailored for the allocation problem PF de-
scribed in Section 5, which captures a wide class of resource
allocation problems.

A natural baseline, currently adopted in census data-release
tasks, is to first post-process the noisy data to meet the fea-
sibility requirement (i.e., non-negativity) and then apply the
allocation formula PF to the post-processed counts. To re-
store feasibility, it suffices to take the positive part of x̃ to ob-
tain px̃q•0, or equivalently, project x̃ onto the non-negative
orthant Rn

`.
Definition 3 (Baseline Mechanism (BL)). The baseline
mechanism outputs, for each i P rns,

⇡BL px̃qi :“ ai ¨ px̃iq•0∞n
j“1 aj ¨ px̃jq•0

.

It is possible to derive results similar to Example 2 for p¨q•0
when the baseline mechanism is used to produce feasible re-
leased data. Additionally, as shown in [Tran et al., 2021], the

disparate errors resulting from p¨q•0 can be further exacer-
bated when they are used as inputs to downstream decision
problems. It suggests that the baseline mechanism might not
be a good candidate for mitigating unfairness in this alloca-
tion problem. To address this limitation, consider the optimal
post-processing mechanism in this context, i.e.,

⇡˚ :“ min
⇡P⇧�n

��Ex̃

“
⇡px̃q ´ PF pxq

‰��
é , (4)

where ⇧�n “ t⇡ | ⇡ : Rn fiÑ �nu represents a class of post-
processing mechanisms whose images belong to the prob-
ability simplex �n. The optimization problem in Equa-
tion (4) is intractable in its direct form, since PF pxq is not
available to the mechanism, motivating the need to approx-
imate the objective function. Consider the following proxy
Ex̃

“��⇡px̃q ´ PF px̃q
��

é
‰
, which first exchanges the order

of expectation and k¨ké and then replaces the true alloca-
tion PF pxq with its noisy variant PF px̃q. Then, the opti-
mal post-processing mechanism ⇡˚

↵ associated with this new
proxy function becomes:

⇡˚
↵px̃q :“ arg min

vP�n

��v ´ PF px̃q
��

é (P↵)

A mechanism, which is closely related to program (P↵), is
presented as follows.
Definition 4 (Projection onto Simplex Mechanism (PoS)).
The projection onto simplex mechanism outputs the alloca-

tion as follows.

⇡PoS px̃q :“ arg min
vP�n

��v ´ PF px̃q
��

2 (PPoS)

Program (PPoS) projects PF px̃q, which is not necessarily
an allocation since it may violate non-negativity constraints,
onto the closest feasible allocation. The next theorem estab-
lishes the equivalence between program (P↵) and program
(PPoS): It leads to a near-optimal post-processing mecha-
nism. (The missing proofs of the rest of this paper can be
found in Appendix B).
Theorem 2. For any noisy data x̃, the mechanism ⇡PoS px̃q
generates the unique optimal solution to program (P↵).
Figure 4 visualizes the resulting biases of the Title I alloca-
tion associated with these two mechanisms, ⇡PoS and ⇡BL.
It is noteworthy that these two mechanisms achieve roughly
same performance for the school districts that are allocated
small amounts. However, under the baseline mechanism, the
school districts that account for a significant portion of to-
tal budget receive much less funding than what they are sup-
posed to receive when no differential privacy is applied. This
is not the case for mechanism ⇡PoS, which reduces unfair-
ness significantly. Recall that the notion of ↵-fairness mea-
sures the maximum difference among biases associated with
different entities. Pictorially, the biases associated with ⇡PoS

do not vary as drastically as the baseline mechanism. Table 2
quantifies the benefits of ⇡PoS over ⇡BL.

8 Generalizations
The results in Section 7 can be generalized to other fairness
metrics. This section discusses an important metric that quan-
tifies the extra budget needed to ensure that all of the problem

Privacy Budgets ✏ “ 0.1 ✏ “ 0.01 ✏ “ 0.001

Mechanisms ⇡BL ⇡PoS ⇡BL ⇡PoS ⇡BL ⇡PoS

↵-fairness 3.00E-07 1.50E-07 1.70E-05 1.75E-06 8.06E-04 2.23E-05
Cost of Privacy 1.62E-05 1.41E-05 1.33E-03 1.04E-03 5.90E-02 3.49E-02

Table 2: Comparison between the two post-processing mechanisms in terms of two fairness metrics for different privacy budgets. This work
takes Laplace mechanism and 200, 000 independent runs for numerical evaluation.

Figure 4: Illustration of the empirical biases (y-axis) associated
with the two mechanisms ⇡PoS and ⇡BL (columns) for different pri-
vacy budgets (rows) versus the portions of education funds (x-axis)
schools districts are guaranteed in the allocation with the true data.
The Laplace mechanism is used for privacy protection and each ex-
periment is repeated for 200,000 times.

entities receive the resources (e.g., amounts of funds) they are
warranted by law.

Definition 5 (Cost of privacy [Tran et al., 2021]). Given the

mechanism ⇡, the total budget B to distribute and the true

data x, the cost of privacy is defined as

B` :“
ÿ

jPJ ´
| B

`
⇡, PF

˘
j

| ¨ B ,

with the index set J ´ :“
!
j | B

`
⇡, PF

˘
j

† 0
)

.

The next proposition establishes the equivalence between the
cost of privacy and the `1 norm of the bias when the image
of the mechanism ⇡ is restricted to be the probability simplex
�n.

Proposition 3 (Cost of privacy as a `1-norm). Suppose that

⇡ is a post-processing mechanism, which belongs to the class

⇧�n . The cost of privacy is a multiplier of the `1-norm of its

bias, i.e.,

B` “ B

2
¨
��B

`
⇡, PF

˘��
1

.

Since the optimal post-processing is again intractable in its
direct form, i.e., it cannot be solved as an optimization
problem, its objective can be replaced by the proxy B{2 ¨
Ex̃

“��⇡px̃q ´ PF px̃q
��

1

‰
. Then, the optimal post-processing

mechanism ⇡˚
CoP associated with this proxy function is given

by

⇡˚
CoPpx̃q :“ arg min

vP�n

B

2
¨
��v ´ PF px̃q

��
1

. (PCoP)

The next theorem depicts the connection between PCoP and
the two post-processing mechanisms proposed in Section 7.
Theorem 3. For any noisy data x̃, the mechanism ⇡PoS px̃q
generates an optimal solution to program (PCoP). For any

noisy data x̃ such that
∞n

j“1 aj ¨ x̃j ° 0, mechanism ⇡BL px̃q
generates an optimal solution to program (PCoP) as well.

This theorem demonstrates that mechanism ⇡PoS always pro-
duces an optimal solution to program (PCoP) while the base-
line mechanism achieves optimality with high probability.
Table 2 shows that ⇡PoS may significantly outperform the
baseline mechanism, providing substantial reductions in the
cost of privacy.

9 Discussion and Conclusion
This paper was motivated by the recognition that the disparate
error impacts of post-processing of differentially private out-
puts are poorly understood. Motivated by Census applica-
tions, it took a first step toward understanding how and why
post-processing may produce disparate errors in data release
and downstream allocation tasks. The paper showed that
a popular class of post-processing mechanisms commonly
adopted to restore invariants during the release of population
statistics are inherently unfair. It proposed a tight bound on
the unfairness and discussed an efficient method to evaluate
the disparate impacts. Motivated by these negative results, the
paper studied how post-processed data affects downstream
decisions under a fairness lens and how to contrast such ef-
fects. In this context, the paper proposed to release the noisy,
non-post-processed data, and post-processing the output of
the downstream decisions instead. It focused on an impor-
tant class of resource allocation problems used to allot funds
or benefits and proposed a novel (approximately) optimal
post-processing mechanism that is effective in mitigating un-
fairness under different fairness metrics. The analysis was
complemented with numerical simulation on funds allocation
based on private Census data showing up to an order magni-
tude improvements on different accuracy disparity metrics.

These results may have strong implications with respect to
fairness in downstream decisions and should inform statis-
tical agencies about the advantage of releasing private non-
post-processed data, in favor of designing post-processing
methods directly applicable in the downstream decision tasks
of interest.
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• Adds Gaussian noise  to the optimal model parameters 

• Thm: For  twice differentiable convex functions, the excessive risk gap is approximated as

• Groups with larger Hessian traces may have larger ER compared 
to those with smaller Hessian traces
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4 Problem settings and goals

The paper adopts boldface symbols to describe vectors (lowercase) and matrices (uppercase). Italic
symbols are used to denote scalars (lowercase) and data features or random variables (uppercase).
Notation k ·k is used to denote the L2 norm. The paper considers datasets D consisting of n individuals’
data points (Xi, Ai,Yi), with i 2 [n] drawn i.i.d. from an unknown distribution. Therein, Xi 2X is a
feature vector, Ai 2A is a protected group attribute, and Yi 2Y is a label. For example, consider
the case of a classifier that needs to predict the risks associated with a lending decision. The
training example features Xi may describe the individual’s demographics, education, credit score,
and loan amount, the protected attribute Ai may describe the individual gender or ethnicity, and Yi
represents whether or not the individual will default on the loan. The goal is to learn a classifier
f✓ : X ! Y, where ✓ is a vector of real-valued parameters, that guarantees the privacy of each
individual data (Xi, Ai,Yi) in D. The model quality is measured in terms of a nonnegative loss function
` : Y ⇥Y ! R+, and the problem is that of minimizing the empirical risk (ERM) function:

min
✓
L(✓; D) =

1
n

nX

i=1

`( f✓(Xi),Yi). (L)

For a group a 2 A, the paper uses Da to denote the subset of D containing exclusively samples
whose group attribute A = a. The paper focuses on learning classifiers that protect the disclosure of
the individuals’ data using the notion of di↵erential privacy and it analyzes the fairness impact (as
defined next) of privacy on di↵erent groups of individuals. Importantly, the paper assumes that the
attribute A is not part of the model input during inference.

Fairness The fairness analysis focuses on the notion of excessive risk, a widely adopted metric in
private learning [26, 29]. It defines the di↵erence between the private and non private risk functions:

R(✓,D) = E✓̃
h
L(✓̃; D)

i
�L(✓⇤; D), (1)

where the expectation is defined over the randomness of the private mechanism and ✓̃ denotes the
private model parameters while ✓⇤ = argmin✓ L(✓; D). The paper uses shorthands R(✓) and Ra(✓)
to denote, respectively, the population-level R(✓,D) excessive risk and the group level R(✓,Da)
excessive risk for group a. Fairness is measured with respect to the excessive risk gap:

⇠a = |Ra(✓) � R(✓)|. (2)

(Pure) fairness is achieved when ⇠a = 0 for all groups a 2 A and, thus, a private and fair classifier
aims at minimizing the maximum excessive risk gap among all groups. The paper assumes that the
private mechanisms are non-trivial, i.e., they minimize the population-level excessive risk R(✓).

All proofs are reported in the Appendix, Section A.

5 Warm up: output perturbation

The paper starts with analyzing fairness under the DP setting induced by an output perturbation
mechanism. In this setting the analysis restricts to twice di↵erentiable and convex loss functions `.
Output perturbation is a standard DP paradigm in which noise calibrated to the function sensitivity
is added directly to the output of the computation. In the context of the regularized ERM problem,
adding noise drawn from a Gaussian distribution N(0,�2

`�
2) to the optimal model parameters ✓⇤

ensures (✏, �)-di↵erential privacy [11]. Therein, �` = 2/n� with regularization parameter �. The
following result sheds light on the unfairness induced by this mechanism.
Theorem 1. Let ` be a twice di↵erentiable and convex loss function and consider the output perturba-
tion mechanism described above. Then, the excessive risk gap for group a 2 A is approximated by:

⇠a ⇡
1
2
�2
`�

2
���Tr(Ha

` ) � Tr(H`)
��� , (3)

where Ha
` =r2

✓⇤
P

(X,A,Y)2Dà ( f✓⇤(X),Y) is the Hessian matrix of the loss function, at the optimal
parameters vector ✓⇤, computed using the group data Da, H` is the analogous Hessian computed
using the population data D, and Tr(·) denotes the trace of a matrix.

3

local curvature of the lossesprivacy parameters

Preliminary results: output perturbation We starts with analyzing fairness in the DP setting induced
by an output perturbation mechanism. Output perturbation is a standard DP paradigm in which calibrated
noise is added directly to the output of the computation. In the context of the regularized ERM prob-
lem, adding noise drawn from a Gaussian distribution N(0,�2

`�
2) to the optimal model parameters ✓

⇤

ensures (✏, �)-di↵erential privacy [6]. Therein, �` = 2/n� with regularization parameter �. The follow-
ing result, derived from our recent study [23], sheds light on the unfairness induced by this mechanism.
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Fig. 1: Excessive risk and
Hessian Tr at varying of the pri-
vacy loss ✏.

Theorem 1. Let ` be twice di↵erentiable and convex and consider the output

perturbation mechanism. The excessive risk for group a 2 A is approximated by:

Ra(✓) ⇡ �2
`�

2 Tr(Ha

` ), (2)

where H
a

` =r2
✓⇤
P

(X,A,Y)2Dà
( f✓⇤(X),Y) is the Hessian matrix of the loss function

at ✓
⇤

computed using the group data Da, and Tr(·) denotes the trace of a matrix.

The approximation above follows form a second order Taylor expansion of the
loss function, linearity of expectation, and the properties of Gaussian distributions.
Theorem 1 sheds light on the relation between fairness and the di↵erence in the
local curvatures of the losses ` associated with a group. It suggests that output
perturbation mechanisms may introduce unfairness when the local curvatures associated with the loss function
of di↵erent groups di↵er substantially from one another. It also suggests that groups with larger Hessian
traces Tr(H`

a
) will have larger excessive risk compared to groups with smaller Hessian traces, as illustrated

in Figure 1. The figure illustrates results for a DP Logistic Regression on the Bank dataset [16] for two
protected groups. Note also the inverse correlation between ✏ and the dependency between the excessive
risk and the Hessian trace. This is due to that larger ✏ values require smaller � values, and thus, as shown in
Equation 2, the dependency between the excessive risk and Hessian trace is attenuated.

2.2 Task 1: Fairness analysis in supervised private learning
Building on the analysis and observations above, this task studies the fairness impacts of Di↵erentially Private

Stochastic Gradient Descent (DP-SGD) [1], possibly, the most commonly adopted DP ML algorithm.
In contrast to output perturbation, DP-SGD does not restrict focus on convex loss functions and the privacy
analysis does not require optimality of the model parameters ✓, rendering it an appealing framework for DP
ERM problems. In a nutshell, DP-SDG computes the gradients for each data sample in a random mini-batch
B, clips their L2-norm, adds noise to ensure privacy, and computes their average. Two key characteristics
of DP-SGD are: (1) clipping the gradients whose L2 norm exceeds a given bound C, and (2) perturbing the
averaged clipped gradients with 0-mean Gaussian noise and variance �2

C
2. Thus, this task will focus on

analyzing the role of these two components with regard to the observed disparate impacts [4, 11, 23].
To do so, this task notices that the expected loss E[L(✓t+1; Da)] of group a2A at iteration t+1 during private
training can be approximated as:

E [L(✓t+1; Da)] ⇡ L(✓t; Da) � ⌘ ⌦gDa
, gD

↵
+
⌘2

2
E
h
g

T

B
H

a

` gB

i
(3)

+ ⌘
�⌦
gDa
, gD

↵ � ⌦gDa
, ḡD

↵�
+
⌘2

2

⇣
E
h
ḡ

T

B
H

a

` ḡB

i
� E
h
g

T

B
H

a

` gB

i⌘
(Rclip

a )

+
⌘2

2
Tr(Ha

` )C
2�2 (Rnoise

a
)

where the expectation is over the randomness of the noise and the mini-batch selection, ⌘ is the algorithm
learning rate, and the terms gZ and ḡZ denote, respectively, the average non-private and private gradients over
subset Z of D at iteration t (the iteration number is dropped for ease of notation). The result above follows a
similar analysis to that made by Theorem 1.
The expression above decomposes the expected loss into three key components: The first relates with the
model parameters update and it is not a↵ected by the private training. The other two relate with gradient
clipping (Equation term (Rclip

a )) and noise addition (Equation term (Rnoise
a

)), and, combined, capture the notion
of excessive risk. It connects the expected loss E[L(✓; Da)] of a group a 2 A with its excessive risk Ra(✓),
which is, in turn, used in our fairness analysis, as it quantifies the errors due to privacy.

3

Tr(Ha
ℓ) = 𝔼X∼Da

Tr(XX⊤) = 𝔼X∼Da
∥X∥2

• Corollary: Consider the ERM for a linear model  with  
 loss. Then output perturbation cannot guarantee pure fairness

• The Hessian of the  loss for a group depends solely on the input norms  
of the elements in 

fθ(X) = θ⊤X
ℓ2

ℓ2
Da
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Properties of the training data

4 Problem settings and goals

The paper adopts boldface symbols to describe vectors (lowercase) and matrices (uppercase). Italic
symbols are used to denote scalars (lowercase) and data features or random variables (uppercase).
Notation k ·k is used to denote the L2 norm. The paper considers datasets D consisting of n individuals’
data points (Xi, Ai,Yi), with i 2 [n] drawn i.i.d. from an unknown distribution. Therein, Xi 2X is a
feature vector, Ai 2A is a protected group attribute, and Yi 2Y is a label. For example, consider
the case of a classifier that needs to predict the risks associated with a lending decision. The
training example features Xi may describe the individual’s demographics, education, credit score,
and loan amount, the protected attribute Ai may describe the individual gender or ethnicity, and Yi
represents whether or not the individual will default on the loan. The goal is to learn a classifier
f✓ : X ! Y, where ✓ is a vector of real-valued parameters, that guarantees the privacy of each
individual data (Xi, Ai,Yi) in D. The model quality is measured in terms of a nonnegative loss function
` : Y ⇥Y ! R+, and the problem is that of minimizing the empirical risk (ERM) function:

min
✓
L(✓; D) =

1
n

nX

i=1

`( f✓(Xi),Yi). (L)

For a group a 2 A, the paper uses Da to denote the subset of D containing exclusively samples
whose group attribute A = a. The paper focuses on learning classifiers that protect the disclosure of
the individuals’ data using the notion of di↵erential privacy and it analyzes the fairness impact (as
defined next) of privacy on di↵erent groups of individuals. Importantly, the paper assumes that the
attribute A is not part of the model input during inference.

Fairness The fairness analysis focuses on the notion of excessive risk, a widely adopted metric in
private learning [26, 29]. It defines the di↵erence between the private and non private risk functions:

R(✓,D) = E✓̃
h
L(✓̃; D)

i
�L(✓⇤; D), (1)

where the expectation is defined over the randomness of the private mechanism and ✓̃ denotes the
private model parameters while ✓⇤ = argmin✓ L(✓; D). The paper uses shorthands R(✓) and Ra(✓)
to denote, respectively, the population-level R(✓,D) excessive risk and the group level R(✓,Da)
excessive risk for group a. Fairness is measured with respect to the excessive risk gap:

⇠a = |Ra(✓) � R(✓)|. (2)

(Pure) fairness is achieved when ⇠a = 0 for all groups a 2 A and, thus, a private and fair classifier
aims at minimizing the maximum excessive risk gap among all groups. The paper assumes that the
private mechanisms are non-trivial, i.e., they minimize the population-level excessive risk R(✓).

All proofs are reported in the Appendix, Section A.

5 Warm up: output perturbation

The paper starts with analyzing fairness under the DP setting induced by an output perturbation
mechanism. In this setting the analysis restricts to twice di↵erentiable and convex loss functions `.
Output perturbation is a standard DP paradigm in which noise calibrated to the function sensitivity
is added directly to the output of the computation. In the context of the regularized ERM problem,
adding noise drawn from a Gaussian distribution N(0,�2

`�
2) to the optimal model parameters ✓⇤

ensures (✏, �)-di↵erential privacy [11]. Therein, �` = 2/n� with regularization parameter �. The
following result sheds light on the unfairness induced by this mechanism.
Theorem 1. Let ` be a twice di↵erentiable and convex loss function and consider the output perturba-
tion mechanism described above. Then, the excessive risk gap for group a 2 A is approximated by:

⇠a ⇡
1
2
�2
`�

2
���Tr(Ha

` ) � Tr(H`)
��� , (3)

where Ha
` =r2

✓⇤
P

(X,A,Y)2Dà ( f✓⇤(X),Y) is the Hessian matrix of the loss function, at the optimal
parameters vector ✓⇤, computed using the group data Da, H` is the analogous Hessian computed
using the population data D, and Tr(·) denotes the trace of a matrix.

3

local curvature of the lossesprivacy parameters

• Corollary: For groups a and b, if their average group norms
 have identical values, then output  

perturbation with  loss function achieves pure fairness. 
𝔼XA∼Da

∥Xa∥ = 𝔼Xb∼Db
∥Xb∥
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Figure 6: Correlation between input norms and excessive risk; DP-SGD with C = 0.1 and � = 1.0.

of the group data to the decision boundary, and (2) The values of the group input norms. While
these aspects are not directly evident in Theorem 4, the following highlights the positive correlation
between these two factors and the Hessian Traces.
Example 3. Consider the same setting of Example 1. The Hessian of the cross entropy loss of a
sample X ⇠ D is given by HX

` = [
�
diag(f ) � ffT � ⌦ XXT ], where ⌦ is the Kronecker product [7].

This result suggests that the trace of the Hessian for sample X is proportional to its input norm:
Tr(HX

` ) / kXk2. Additionally it also shows that: Tr(HX
` ) / (1 �PK

k=1 f 2
✓,k(X)), where K is the number

of classes, whose term is connected to the distance to the decision boundary, as shown next.

The following result highlights the connection between the term (1 �PK
k=1 f 2

✓,k(X)) and the distance
of sample X to the decision boundary.
Theorem 5. Consider a K-class classifier f✓,k (k 2 [K]). For a given sample X ⇠ D, the term⇣
1 �PK

k=1 f 2
✓,k(X)

⌘
is maximized when f✓,k(X) = 1/K and minimized when 9k 2 [K] s.t. f✓,k(X) = 1

and f✓,k0 = 0 8k0 2 [K], k , k.

That is, the term
⇣
1 �PK

k=1 f 2
✓,k(X)

⌘
is maximized (minimized) when the sample X is close (far)

to the decision boundary. Since, as shown in Example 3 this term can be proportional to the
Hessian trace, then the aforementioned relation also indicates a connection between the Hessian
trace value for a sample and its distance to the decision boundary: The closest (farther) is a sam-
ple X to the decision boundary the larger (smaller) is the associated Hessian trace value Tr(HX

` ).

Figure 5: Correlation between trace of
Hessian with closeness to boundary (dark
color) and input norm (light color).

This is intuitive as the model decision are less robust to the
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860,435+ξ2 

184,454+ξ5

164,110+ξ3

895,388+ξ6 151,596+ξ7

116,674+ξ8

269,033+ξ4

949,921+ξ1

The consistency issue

• Requirements:

1. Privacy

2. Hierarchical Consistency

3. Validity: The private values are non-negative

• Noise is applied independently to each  
estimate

• The noisy quantities at a “level” (e.g., state)  
are inconsistent with the sum of the  
noisy quantities at the “children levels” 
(e.g., counties of that state) 

71


